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Introduction

Datrium has taken data 
integrity as seriously 
as providing high 
performance

Datrium DVX is an open converged infrastructure system that delivers 
high-performance primary and cost-optimized secondary storage for 
hybrid clouds with built-in VM-based data protection and efficient RPO 
and RTO.  
 
The product objectives include:

1 ]  Tier-1 reliability

2 ]  Simple, zero-click management

3 ]  Highest performance

4 ]  Built-in Data Protection

5 ]  Zero data loss

Most storage systems are built on some type of commodity hardware.  
Many components can fail, and the system needs to handle such failures.  
Then, there is the system software that can have many subtle bugs, which 
can result in latent filesystem corruption.  Most systems do have some 
basic integrity checks, but the primary focus is dedicated to getting high 
performance.  Data integrity can be an afterthought.

Being a “Tier-1” platform comes with certain high expectations, especially 
in the area of providing integrity for the data stored in the system.  Datrium 
has taken data integrity as seriously (if not more) as providing high 
performance.  Data integrity is built foundationally into the system from 
day 1.  Much thought and resources have been dedicated to building a 
robust system with sophisticated data checks.  No one method is sufficient 
to ensure integrity, and hence the system combines numerous techniques 
to achieve robustness.

This whitepaper will demonstrate how data integrity was designed and 
implemented in the Datrium DVX product.
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Data integrity is a serious topic, and it plays a significant role in the 
Datrium’s engineering design process.  Here are a few things that were 
baked into the process from day 1.

Philosophy

It is obvious that fewer product issues implies a better customer 
experience.  But, there is another enticing angle to this: if there are fewer 
issues to fix, then engineers will save time and get to work on more new 
cool features.

Peer Review

Every engineer in the filesystem team is expected to write a design 
document for the module that they are working on.  The expectation 
is that they will stand up and present to the entire team on how their 
software is going to ensure data integrity.  How did you ensure that data 
coming into the module is going to be safe?  How did you ensure that the 
data being transformed in your module is safe?  It is a pretty rigorous and 
grueling process.

It is unusual for startups to write detailed design documents and peer 
review them.  It is a painful process, but the end result is that the entire 
team is on the same page in regards to data integrity.  It was necessary for 
the long term goal of enabling a solid foundation.

Performance Impact

It was decided that some performance degradation was acceptable for 
doing data integrity checks.  Nothing is free, and integrity checks have 
a cost.  But, the checks were deemed to be of the highest importance, 
and it was determined that the checks could be done with less than 5% 
system cost.

No Knobs = Less Complexity 

Many systems bolt on features at a later time, and all these new features 
end up as “knobs”.  Dedupe, compression, checksums, erasure coding, 
are common examples.  These features end up as knobs because they 
don’t really work well.  The end user then must become an expert in the 
planning, configuration and tradeoffs associated with these knobs, and 
still often run into hidden consequences.  There is another big side effect 
to this:  Having 5 knobs implies a large combinatorial testing matrix.  The 
QA team will need to test all these combinations, or the combinations will 
be tested in customer sites for the first time.  Datrium DVX has a design-
thinking philosophy to avoid these knobs, and enables all features all 
the time.  This results in a far less complex system internally, and also 
externally to the user.

While some HCI systems will make claims about backup capabilities, lack 
of always-on deduplication, unlimited snapshots with zero speed impact, 
and a scalable backup-class catalog mean they will not meet Enterprise 
best practices.

Design Process

https://www.ideou.com/pages/design-thinking
https://www.ideou.com/pages/design-thinking
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Automated Testing

Datrium invested heavily in building an automation test framework from 
day 1.  A simulator was built that can emulate a distributed system on a 
laptop to make testing easy and fast.  If tests are hard to run then nobody 
will run the tests, and hence the investment in the testing framework.  
Every engineer is expected to write automated tests to stress their 
module in various non-trivial ways to prove that it has reliability.  These 
automated tests are also peer reviewed.  These tests inject randomness 
into the code so that every test run is a little different.  It is a bit similar to 
the chaos monkey approach.

Datrium software presumes that all hardware will lie or lose data.  
The following are some of the key steps taken to guard against these 
hardware issues.

Checksum Integrity

Datrium’s product is a distributed system.  As soon as user data enters the 
system, the data is checksummed.  Every block of data that is sent over 
the wire is checksummed and verified at the receiving end.  Every block 
of data that is written to the disk is checksummed.  Every block of data 
that is read from the disk is verified.  All the data on disk is checksummed 
in multiple ways to detect issues.  However, this is not as sufficient as it 
sounds because disks lie in bad ways.  This is why there is also a need for 
referential integrity.

Referential Integrity

It is not sufficient to just checksum the data on disk.  What happens if the 
disk gives back old data with good checksums?  One would be surprised, 
but disks can return stale data.  The checksum needs to be stored in a 
different place to verify that the data read back from disk is indeed the 
data that is expected.  What better way to do this than use a crypto hash?  
The crypto hash can also be used to do deduplication.  Using a crypto 
hash for data has multiple significant benefits, similar to blockchain, 
where changing anything in the data will result in a hash mismatch 
detection.

Stateless Hosts & Caches

Datrium’s architecture uses split provisioning where the software runs 
on each host, and takes advantage of host flash to provide incredible 
performance.  There is also an off-host storage pool where all the data 
resides.  As part of the design, the host caches are stateless; host flash is 
just used as a read accelerator.  All data is persistent in the storage pool.  
Losing the host or host flash does not jeopardize the integrity of the 
system in any way.

Guarding 
Against 
Hardware 
Issues

https://en.wikipedia.org/wiki/Chaos_Monkey
https://www.datrium.com/resources/datrium-split-provisioning/
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Guarding 
Against 
Software 
Issues

All data in host flash is deduped, compressed, and checksummed.  All 
reads from host flash are checked against checksums.  If a data block is 
corrupted in the host flash, it is not a big deal, and the data block is read 
back from the storage pool and re-populated in the host flash.

Double-Disk Failure Tolerance

Datrium has always-on erasure coding logic to protect against two disk 
failures in the storage pool.  Some HCI vendors, such as Nutanix, often 
sell single-disk failure tolerant systems (called RF=2).  However, single-
disk failure tolerance has bad properties.  Most of the storage industry 
has moved to support double-disk failure tolerance in the past decade for 
sound logical reasons.

The crux of the issue is LSE (latent sector errors or uncorrectable errors).  
The probability of 2 drives failing concurrently is low.  However, if one 
drive fails, the probability of getting an LSE during a rebuild is pretty high.  
That is the main reason to tolerate double-disk failures.  There is rigorous 
math to prove that single-disk failure tolerance is not sufficient.  Datrium 
software does the correct thing and protects against two concurrent disk 
failures.

Drive Verification & Scrubbing

Disks and SSDs grow LSE (latent sector errors) over time.  Every read 
from the storage pool drives are checked against checksum integrity 
and referential integrity.  If a problem is detected, then the data is fixed 
right away using the erasure coding logic.  Additionally, the disks are 
proactively scrubbed in the background to detect and fix LSEs.  This 
scrubbing happens slowly in the background so as to not impact the 
incoming workloads.  The scrubbing also verifies the integrity of all the 
erasure coded RAID stripes so that there is confidence that drive rebuilds 
will be successful.

The previous section showed how the system protects data against 
hardware issues.  However, the next biggest threat to data integrity is 
the filesystem software itself because a bug could cause it to overwrite 
a good piece of data or metadata on disk, and hence corrupt it.  The 
following are some of the key steps taken to protect against software 
issues.

LFS = No Overwrites

New incoming writes pose a threat to system integrity.  The software 
can write this data into a location such that the old data gets corrupted.  
Traditional storage systems using RAID (or erasure coding) can have 
the write-hole problem.  These systems update RAID stripes in-place, 
basically perturbing old data while trying to write new data.  In case of a 
power loss, the system will end up losing both old data and new data.

https://www.datrium.com/resources/always-on-erasure-coding/
https://www.datrium.com/resources/single-failure-tolerance-myth-and-fact/
https://www.datrium.com/resources/single-failure-tolerance-myth-and-fact/
http://www.raid-recovery-guide.com/raid5-write-hole.aspx
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The Datrium DVX employs a much simpler filesystem design which never 
overwrites.  It has a Log-Structured filesystem (LFS) that avoids these 
problems.  All new writes always go to a new place, like a log.  All writes 
are also always done in full stripes.  This makes the system very simple, 
and also easy to reason about (besides the high performance as a side 
benefit).

Eschewing Ref Counts

One way of building a dedupe filesystem is to use reference counts 
(refcounts) where there is a count of how many blocks are deduped into 
one block.  When the refcount goes to zero, then the block is deleted.  The 
challenge with this approach is then to keep the refcounts correct all the 
time.  A simple bug in refcounts will wipe out the block.  A simple crash 
will make one worry whether the refcount was correctly updated or not.

The Datrium filesystem is built in a unique way to avoid refcounting 
issues altogether.  This unique scheme is much simpler, and allows 
the system to have stronger invariants to determine correctness.  The 
decision to avoid refcounts along with the decision to use LFS has had the 
biggest positive impact on data integrity.  Both of these features have also 
resulted in a significantly simpler filesystem implementation.

Brute-force Testing vs. Built-in Verification

In theory, it is possible to write every combination of test such that one 
can prove that the software is 100% reliable.  In practice, there are so 
many combinations that testing would never complete.  Instead, the 
testing methodology at Datrium has relied on two things: (a) inject 
enough randomness into the automated tests to capture sufficient 
variation (b) the product itself has built-in checks for continual 
verification.

Continual Filesystem Integrity Verification

The product in the field is designed to continually verify the integrity of 
the entire filesystem, several times a day.  The data for every live VM is 
referential-integrity checked.  Every VM snapshot data is also checked.  
Every object in the system is reference checked to make sure that it’s 
data is safe.  The verification logic is quite detailed and sophisticated, 
hence not described here for brevity.  Suffice it to say that the crypto 
hashes make the verification quick, easy, and complete.  This continual 
filesystem verification is done in addition to the background disk 
scrubbing.

There are multiple goals involved for continual verification: (a) actively 
acknowledge and recognize the fact that software bugs do happen, 
(b) detect data integrity issues so they can be repaired before there is 
permanent damage, and (c) a fundamental belief that more checks will 
result in fewer issues.

https://www.datrium.com/the-beauty-of-a-log-structured-filesystem/
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The continual integrity checks are always-on, including during the software 
development/testing cycle.  The advantage of the continual total integrity 
checks is that every time the system is turned on for development, testing, 
or production, we are testing the system’s data integrity features. Such 
exhaustive testing wrings out as many issues as possible. There is very 
little chance that software issues can go undetected before the product is 
shipped to customers.

Low Verification Impact

One can question if it is wise to continually verify the entire filesystem in a 
shipping product. For example does it impact performance?  A conscious 
choice was made to sacrifice some performance for the built-in continual 
integrity verification.  In reality, it turns to out to be less than 5% impact.

Doing random disk reads on HDD will surely impact performance in a big 
way.  So, clever algorithms were devised that only read data in a sequential 
manner to do the integrity verification.  This allows the system to do the 
entire filesystem verification several times a day with negligible impact on 
the performance.  There is no way to turn off these checks in the product.  
The externally validated performance benchmarks prove that these checks 
are not hindering the system in any way.  It takes serious courage to have 
built-in continual filesystem verification in the product, but this is the only 
sane way to provide data integrity for customers’ data.

 

Datrium DVX is essentially a VM cloud platform.  It is designed to both run 
VMs at very high performance, and also provide VM protection policies.  
Given that the system is VM centric, it was deemed important to raise the 
bar to another level by having checks to guard against “logical” software 
issues with regards to a VM’s “logical” data.

VM Snapshots & Built-in Backup

Each VM snapshot comes with a checksum (kind of like a rolling checksum 
of its data).  This is a “logical” checksum of the entire VM, in addition 
to the disk checksums.  As part of the continual filesystem verification, 
each VM snapshot’s checksum is verified several times a day.  This level 
of verification is necessary to have a production ready built-in backup 
product.  Each VM snapshot’s checksum is stored in a separate location to 
get referential integrity.  Tampering with the data will result in a checksum 
mismatch detection.

Each VM snapshot is like a synthetic full backup.  The advantage is that 
there are no chaining problems between snapshots like some other legacy 
systems have.  This allows users to delete/expire any VM snapshot in any 
order, and also allows users to replicate the VM snapshots to another 
system in any order.

VM Data 
Protection
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The Datrium DVX can store more than a million snapshots.  During the 
continual filesystem verification, each of the VM snapshots are checked 
for integrity.  There is minimal performance impact despite a million-
plus snapshots because of the efficient techniques employed in the 
verification.

SnapStore Isolation

Live VMs are placed in the live Datastore.  However, the VM policies and 
snapshot metadata are all managed by another software module called 
SnapStore.  There is a logical separation between the Datastore and the 
SnapStore.  The goal is to isolate the performance of the live VMs from the 
snapshots.  All the objects in the SnapStore are also part of the continual 
filesystem verification.

Replication Guarantees

Once a VM snapshot is checked for safety at site-A, how does one ensure 
that it is safely replicated to another site-B?  There are numerous concrete 
checks that are employed for this.

Here are the steps employed in replication:

1. VM snapshot data is packaged on site-A before replication

2. The package is constructed in a tamper proof way using crypto 
hashes

3. When the entire package is received at site-B, it is checked for 
correctness using the crypto hashes

4. Once the VM snapshot data is accepted at site-B, additional checks 
are done to finally ensure that VM snapshot data checksum matches 
up as expected after all the data is applied into the system.

Software bugs are inevitable, but replication is built to deal with this. 
Any detection of data correctness along the way will reject the entire 
transfer, and the process will start over again.  If there is a corruption at 
site-A, it will be detected before replicating it.  If there is corruption over 
the WAN or a software bug during replication, it will be detected.  If there 
is corruption at site-B after replication, it will be detected.  The goal is to 
isolate the problems, and avoid a rolling corruption across sites.  This 
level of data integrity guarantees provides confidence in offering the 
built-in backup and DR solution.

Zero RTO = Instant Recovery

Guest VMs might get hit with external viruses, or they might get 
accidentally corrupted by the user.  In that case, there is a need to rapidly 
fix the issue by restoring the VMs to a previous point in time.  Datrium’s 
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DVX comes with built-in backup where the administrator can store over 
a million VM snapshots with shorter RPOs.  Restoring a VM is effectively a 
‘restart’ and just one-click away--quick and instantaneous.  Before doing 
a restore of a VM, the system takes an additional snapshot of the running 
VM (just in case the VM restore was done accidentally).

There is no lengthy procedure to restore from a 3rd party backup device.  
There is also comfort in knowing that all the VM snapshots in the DVX 
are continually verified with end-to-end checks.  The administrator can 
recover 1000s of VMs at the same time.  The DVX is built to comfortably 
sustain a concurrent boot storm of 1000s of VMs coming online.  Such 
a level of rapid recovery is simply not possible with 3rd party backup 
devices.  Zero RTO makes the IT process less complex.

Datrium offers a public cloud SaaS product called Cloud DVX.  It is 
offered for offsite backup to cloud directly from the on-prem DVX.  The 
below sections describe how integrity is maintained in the public cloud.

Cloud DVX Integrity

Cloud DVX has all the same data integrity checks and guarantees as the 
on-prem DVX.  The same filesystem runs in the public cloud, with all the 
integrity checks enabled.  On AWS,  uses S3 instead of raw disks.

Using AWS S3 could result in data inconsistencies if not used properly.  
To get consistency, S3 expects the data to be written as full objects while 
avoid partial overwrites.  This is exactly how Datrium’s software works 
because it internally uses a log-structured filesystem that writes data in 
big batches. On prem, each batch is an erasure-coded RAID stripe. On 
AWS, each batch is an S3 object.

Global Dedupe = Additional Integrity

There is a need for data to move efficiently across clouds.  Datrium’s 
software employs global dedupe using crypto hashes between the on-
prem DVX and the Cloud DVX (which can result in 10x to 100x reduction 
in WAN traffic).  However, there is also a need to be assured that the 
data did get moved “correctly”.  Datrium’s global dedupe comes with a 
content addressing scheme that reliably verifies correctness—kind of like 
blockchain. This is a lesser known, but very powerful attribute of global 
dedupe, adding to the additional guarantees that ensure that the data 
can be verified on both sides as it moves between sites.

A significant amount of thought and investment has been made 
to provide data integrity in the Datrium DVX product.  The DVX is a 
distributed scalable high performance system, and hence much effort 
has gone into making the filesystem as simple as possible.  It is vital 
for customers running enterprise applications on Datrium to know 
that their data is safeguarded and monitored with the most advanced 
technology.

Cloud Backup

Summary

https://www.datrium.com/global-dedupe-meets-multi-cloud/

