Navigating the Post-I.T. World Users Create

Welcome to the Post-I.T. Era
The march of computing’s history is one of expanding participation. Once the realm of whitejacketed specialists in glass houses, it has moved through stages of greater access: by researchers,
then by knowledge workers, until every enterprise desktop is barren without some kind of computer.
Today, we know that most humans on the planet are about to enter the next phase of computing,
one which is both personal and connected to all, in the form of a mobile phone or tablet.
This report is about what happens after that. This next stage will not be driven by today’s IT
vendors as they are; it will not be driven by the CIOs who write the checks to those vendors. It is
being driven by millions of ‘users’ with a growing plethora of devices•some of them enterprisefacing but more and more of them personal devices sharing work and play within one footprint.
At Orange, we care about this because as a communications company, we carry the content
streaming in and out of these devices, which are increasingly connected to computing resources
in the Cloud, itself a network paradigm.
This march is inevitable, irresistible, and irreversible. There is no looking back.
The conversation about what Steve Jobs famously coined the “Post-PC Era” is still early, but it
already shows us numerous facets: many voices, many perspectives, and in a quantum fashion,
many possible futures. In large part, the richness of this emergent momentum is a function of
how much is at stake.
In this work, we have endeavored to expose as many different voices and perspectives as
possible. The democratization of computing is wonderful in many ways, including the fact that
we are all qualified to join in this conversation and have an opinion. We are, for better or worse,
no longer just ‘users’•we are producers of content.
What is fundamentally interesting is to try and assess how the new IT landscape might look.
What we know from the past will hardly serve this future.
What is the Post-IT world like? How can we prepare for it and how can we contribute to its
development with our skills today? Are these skills still relevant? These are some of the
questions we probed with a distinguished panel of ten thought-leaders, entrepreneurs, and
researchers in a collaboration with GigaOm Pro. You can read their responses in this book.
As we speak , new tools are being developed to face new computing challenges.
These transformations affecting the world of IT are triggered by the waves of innovation
generated by the ever-changing web and are happening faster and faster. They are pushing the
evolution of the cloud in unexpected but inevitable ways.
This evolution is inspiring and is stimulating the architects and managers of our personal
information which we increasingly expect to be accessible from anywhere with any device.
Like it or not, we are already well inside this new phase of the Post-IT era.
It is time we understand where all this is going.

							Georges Nahon
							
CEO
							Orange Silicon Valley
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Data does not just grow, it explodes
in leaps and bounds as technology
advances. Robert Klopp, greenplum

Collect everything now,
someone will know the
business case of it later.
netflix

BIG DATA

Unexpected Connections,
Inevitable Outcomes

data will out-grow containers

• As web-based platforms grow, information
management tools from the traditional
vendors are out-scaled by massive volumes
of new data; forcing platform providers
to innovate through new data models,
databases, and file structures.
open source projects will take hold

data will be a source of innovation

• This combination of petabyte-scale data
structures and open source dynamic is accelerating innovation and development much
faster than the traditional IT establishment
has ever seen; a good example of this is the
NoSQL ‘movement.’
data will change infrastructure

• Internet-native IT innovations from Yahoo, • The impact of big data is more than software;
Google, even NASA are morphing into open
we are seeing major synergies with new,
source projects; ecosystems for bringing them user-defined computing infrastructure/
to the enterprise are mushrooming. Examples data center designs such as Open Compute
include Hadoop* and OpenStack**, where
Project (see: Social Sourcing, p. 8).
hundreds of companies have emerged in the
more, more, more
past 3 years.
• Data will be more, not just in volume,
•
but in velocity (faster) and variety.

Big data is when your data becomes so large
that you have to innovate to manage them. Werner Vogels, amazon
What Are They Doing?
Investment
in POCs
Build a team
of experts

China Mobile
(MOBILE)

Data management
platform to collect
content, analysis
(ENTERTAINMENT)

Partner to develop
solutions and train IT

Data consolidation
(RETAIL)

Consolidated a cloudbased analysis platform

JP Morgan
Chase
(FINANCIAL)

Data analysis
as service

Platform as
a service
Big data strategy
around consolidation

Kaiser
Permanente
(HEALTH)

Tools for people
to access records

Source: McKinsey Report "Big Data: The next frontier for innovation, competition, and productivity" (May 2011)
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*

Hadoop is on open source software framework for storage of large data sets and distributed computing using clusters of
commodity hardware .

**

OpenStack is a global open source software framework which enables any company to offer cloud computing functionality.

We don’t have better algorithms,
we just have more data.
Peter Norvig, google

The old days of coming in and finding out
what happened with your company last week
just doesn’t work anymore.
Mike Franklin, Director, amp

lab , uc berkeley

Amount of New Data Stored Varies Across Geography (in petabytes)

>400 Japan
>250 China
>250 China

>3,500 North America

>2,000 Europe
>50 India

>200 Middle East and Africa
>50 Latin America
>300 Rest of APAC
Source: IDC storage reports, McKinsey Global Institute analysis

Perhaps, in the long term, [what is]
more profound is the post-document
era…all of us are going to be
characterized by a body of individual
information that’s going to have
to live with us our whole lives.
Paul Maritz, Co-Founder/CEO, vmware

We’ve discovered what moves
faster than real time. Let’s call it
‘next time’. Next time stays one
step ahead of real time.
Anjul Bhambri, VP, Big Data, ibm
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50%

of the world’s data
will be processed by
Hadoop by 2015.
hortonworks

My younger kids show absolutely
no interest in our laptops or desktop
computers. Robert Scoble, rackspace

MOBILE IT
4.5%

2012 worldwide
growth forecast in
PC sales. gartner

178%

2011 tablet sales
growth. emarketer

User Choices Drive Vibrant
Innovation and Rebalance
the Relations with IT

bring-your-own-device (byod)

• User-driven device selection gives IT the
opportunity to make happy customers of a
firm’s most innovative talents; traditional
bottleneck concerns of security and cost
control are no longer blockers, but ongoing
opportunity areas for innovation. Mobile
is IT’s biggest threat/oppportunity to grow
good will and its enterprise social license.
data-centric mobile economics

desktops to devices

• The case of Apple has shown that IT sector
leadership is no longer driven from the
desktop, or even a focused enterprise
presence. Consumerization of IT will increasingly shift away from desktop to devices
with social- and game-like experiences.
Devices will be central to the Social
Enterprise.
new experiences

=

more sales

• Cloud-connected devices (tablets, dongles, • Consumer-scale apps production (500K
mifi hbs) drive a new wave of data-centric
apps in three years) up until now has been
mobile economics: lower churn, higher
accomplished through a rigid appstore
margins, lower average revenue. ‘Radio-toecosystem. It is on the verge of a transition
Cloud’ business driven by M2M and internet to more open, multi-screen experiences via
of things will grow fast and scale massively.
browser innovations (see: HTML5 p.11).
•

IT can’t control the device that will
be driven by the consumer world.
IT needs to deliver applications and
services independent of the device.
Paul Maritz, vmware

Well over half a million new apps have been built in
three years on three platforms that did not exist three
years ago ... The Post-PC era will be a multi-platform
era. Developers already understand this.
Horace Dedieu, Founder/Author, asymco

When you look at machine-to-machine and cloud,
and what that can bring to an enterprise customer in
a vertical solution set....you’re going to see more and
more around cloud, but machine-to-machine.
Francis Shammo, VP and CFO, verizon
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53%
70%
71%
64%

Enterprise device
users are highly
satisfied. forrester

of Verizon’s total retail
mobile sales in Q4 2011
are smartphones. verizon

of enterprise device users
are considered high-impact
employees. forrester

CIOs with mobility
projects who don’t use
full IT support. kara swisher

Users Adopt Tablets Faster than Any
Other Personal Computing Technology
UNITS SOLD
IN MILLIONS

I think PCs are going to be like
trucks. Less people will need
them. And this is going to make
some people uneasy. Steve Jobs

150

iPhone

55 million iPads shipped [in
21 months] is something no one
would have guessed, including us.
It took us 22 years to sell 55 million
Macs. It took 5 years to sell 55
million iPods. It took three years for
us to ship that many iPhones. The
trajectory is off the charts.

100

iPod touch
iPad
50
Mac

Tim Cook, CEO, apple
Apple II
1

2

3

4

5

6

7

8

Source: Asymco (www.asymco.com/2012/02/16/
ios-devices-in-2011-vs-macs-sold-it-in-28-years/)
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New Challenges for IT: Supporting the Mobile Workforce
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SECURITY

DEVICE MANAGEMENT

ACCESS

Mobile-to-cloud is
the new normal. IT
departments face new
challenges. A robust
ecosystem emerges
with data security
solutions for both
mobile and cloud.

cloud access
mobile apps
mobile
virtualization

HotSpots
wireless
LTE/4G
tethering

M2M
personal data
connected devices
mobile data
location
analytics

INFORMATION & REACH

Facebook
Twitter
Linkedin
forums
self-help
Wikis
mobile
collaborations
blogs

Some players
pushing browser
and device
evolution beyond
existing sync
models.

Some of the XaaS
(everything-as-aservice) providers
who are changing
how devices
consume content.

DATA/ BI

Wireless hot spots
and 4G, either
separately or in
hybrid form, are
expanding how
devices attach to
the cloud.

INTERACTION MODEL

touch UI
HTML5
browsers
smartphones
tablets
notebooks
ultrabooks

New user
experiences
are being baked
into OS and
browsers, both
embedded
and virtual.

Source: Orange Silicon Valley

Service providers
and app developers
increasingly turn to
analytics to optimize
the performance of
mobile devices.

mobile security
device managment
vitualizations
open athentication
SIM

We are a mid-scale company with a large global footprint. The work
done by the Open Compute Platform (OCP) has the potential to lower
our TCO. Don Duet, goldman sachs

SOCIAL SOURCING
25%

power consumption
of high density
multicore racks vs.
conventional servers.
open compute project /
facebook

24%

more data, cheaper storage

• Traditional NAS and SAN storage architectures, RDBMS databases solutions from IT
vendors are too expensive for petabyte-scale
big data management. Collaborative/social
RFP and Build-to-Order (BTO) processes are
emerging as new models for IT procurement.
bto data center perspective

• Open source and community-based specification models are increasing such as
Facebook’s Open Compute Project and eBay’s
Modular Data Center. ‘Open RFP’ processes
are also accelerating a ‘BTO Data Center’,
whereby the entire data center building is
the motherboard, with external computing,
storage, and cooling elements plugged into it.

Cheaper to run
Facebook’s data center
because of the hardware faster pace, faster development
• This holistic, open approach to hardware
design. open compute
development is driven by the perpetual opproject / facebook
portunities of big data, which results in an
urgency to produce a lot of new hardware
quickly. The pace is no longer set by vendors.

Community
Practices Come
to Procurement
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Intel worked with Facebook the past
18 months to optimize performance
per watt and develop a highly efficient
board design. Jason Waxman,

Thank you for shopping with

BIG DATA
Thank you for

h

shopping wit

BIG DATA

intel

The New Box is the Data Center
• Facebook released its server and data center designs
under the open web foundation license as part of the
Open Compute Project•open source hardware model
means the server isn’t a black box anymore.
• Data center is considered the computer, the data
center building is the chassis.
• PC-style servers are components on the motherboard
of the data center.
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IT will change job descriptions and their ability to contribute, there will
be a retirement of traditional IT infrastructure specialists and the majority
of new IT will focus on other aspects of IT ... [this] will increase IT work
in public clouds. Mark Thiele, data center pulse

ORGANIZATION

New Talents,
New Processes,
New Titles

• High-availability, push-button deployment of cloud resources leading to fundamental
transformation of IT role, from design/build/run to configure/deploy.
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Cloud + Crowd = New Post-IT Organizational Models

TR A DITI ONA L I T WAY

RFP

Department-level
RFP process
http://testdriveapi.co

Dedicated
internal
help desk
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@CloudHelp#problem

send

Click on a URL
in the cloud and
take a test drive to
see if it satisﬁes
requirements

Social CRM
models include
community
support

P OS T-IT B E H AV IO RS

Private/public
cloud analytics
open to multiple
end-users

Specialist BI works
with proprietary
analytics platforms

Cloud computing is becoming mainstream…
companies around the world can automate
themselves when they previously could not.
Marc Benioff, Founder/CEO, salesforce.com

CLOUD
77%

Own the base,
rent the spike.
Allan Leinwand,
CTO, zynga
(on private/public clouds)

The Personal Computer Is Not the
Best-Suited Repository for Users’
Digital Lives Anymore•The Cloud Is

new on-demand models

changes in it roles

• Virtualization of computing resources
• This combination of petabyte-scale data
inevitably leads to an ‘on-demand’ model for structures and open source dynamic is
processing and services, lowering the friction accelerating innovation and development
caused by IT involvement and traditional
much faster than the traditonal IT establishIT executives who see
application
deployment.
ment has ever seen, an example is the NoSQL
private cloud options as
‘movement.’
or more appealing than
public clouds such as
AWS. idc

73%

IT departments
blocking SaaS and
social media apps
due to lack of an SLA.

transformational synergy

• The transformational synergy between
visions of the future network
on-demand services and the ‘computer• The strategic nature of network-in-cloud
ization’ of IT, combined with users’ own
operations will drive new innovations in
devices (bring-your-own-device) drives the
network-as-a-service and virtualization
consumption of web-based XaaS (everything- (see: Network p 12).
as-a-service).

Where They Put Your Data

compuware

13%

Global enterprise
spending in 2013
related to the cloud.
heavy reading

2012

Music sales from the
cloud pass revenues
from physical CDs.
strategy analytics

196

million

Americans will use
cloud-based storage
by 2015, 97 mil. will
pay for it. forrester
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We are seeing an acceleration of cloud computing and services
among enterprises and an explosion of supply-side activity as
technology providers maneuver to exploit the opportunity.
Ben Pring, Research Vice President, gartner

We are going to move the digital hub, the center of your digital
life, into the cloud. Steve Jobs
Netflix and Zynga are two of the most prominent companies that
rely on the cloud (AWS) for their core business, but in different
ways: Netflix heavily relies on the public cloud, while Zynga is a
proponent of a hybrid cloud solution that leverages both private
and public clouds.

From tech titans like Zynga, Facebook,
Microsoft, Google and Apple, to startups just
launching, the battle lines of 2012 will be drawn
across the landscape of HTML5. techcrunch

HTML5

Liberating the AppStore
for Multi-Screen Freedom

development freedom

• HTML5 will democratize the development
and deployment of content and apps. It will
free developers and customers from the
rules and restrictions of private platforms,
and reduce dependence on complex and
proprietary third-party browser plug-ins.
facilitating multi-device support

• HTML5 comes with the promise of multiscreen functionality, lightening the burden
of IT organizations that are supporting an
increasing number of devices, and making
consumer experiences on connected devices,
such as TVs, more consistent and integrated.
implementation deadline coming up

• Enterprise and service providers need to
have an HTML5 roadmap in place by Q4
2012; the latest versions of Chrome, Safari,
Firefox, and IE already support many
elements. Waiting for a complete spec is
not an option.

HTML5 is now universally supported on major mobile devices, in some cases exclusively.
This makes HTML5 the best solution for creating and deploying content in the browser
across mobile platforms. Danny Winokur, VP, adobe
In HTML5 …every tweet is an app, every advertisement is an instance of a store. …you can
both create demand and satisfy it in the same place…that’s better for everybody because it
saves time, increases engagement, because it keeps you on the page. Roger McNamee, vc

58.1%
30%

Estimate of HTML5compatible desktop
browsers at end of 2011.
netmarket share

Apple’s estimated
operating profit loss
by 2015 from subbing
HTML5 for iPhone
native apps.
sanford bernstein
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2.1

BILLION

mobile phones with
HTML5 browsers by
2016. abi research

The cloud is not the
cloud without the network.

SDN has the potential to revolutionize
the way networks operate.

Doug Junkins, CTO, ntt

Lauri Oksanen, Head of Research,

america

nokia siemens networks

NETWORK

Software-Defined
and User-Controlled

increased user control

• Users can define their traffic flows, decide
how these are treated in their network,
and determine what paths they take, using
Software-Defined Networking (SDN).
innovation point

welcomed with open arms

• Major networking players such as Juniper
and HP, as well as start-ups such as Nicira,
BigSwitch, and Embrane, are embracing
enabling architectures for this new paradigm
such as OpenFlow.

• The key innovation is separating logical
network-as-a-service (naas)
control from infrastructure elements. The • OpenFlow delivers Network-as-a-Service
resulting network programmability is a great based on virtualization and the network
fit for cloud networking.
equivalent of Hypervisor.
open for development

• These ‘DIY’ programmable networks open up
participation by third-party app developers.

Today’s networks are
based on hardware…
we will see innovations
to turn today’s networks
into programmable
infrastructure, resembling
data centers.

•

Network Virtualization: Users Control
Their Own Slice of Common Infrastructure

Georges Nahon, CEO,*
orange silicon valley

OpenFlow has
developed a nearly
unstoppable amount of
momentum. It’s finding its
way into cloud providers,
entering the data center,
and emerging as the
defacto communication
protocol for SoftwareDefined Networking.

Virtualization or “Slicing” Layer (eg. Flow Visor)
API

Open Interface
to Hardware

Controller
Ope

n Flo
w

Hewlett
Packard

Nicira

Cisco

BigSwitch
Juniper

Mike Cohen,
big switch networks
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*http://www.nytimes.com/2011/12/06/science/georges-nahon-new-tools-for-new-computing-challenges.html

POST-IT STACK
The traditional IT stack and process of
design/build/test/run based on proprietary
hardware and software is changing. The
diagram shows a pre- and post- view, with
an emphasis on the Post-IT view. The
transition of premises-based stacks using
vendor-specific software and appliance

PRE ($$$$)

POST ($)

Client-Server Desktop

Web Apps

Large Centralized IT Organizations

Apps/Analytics

Vendor Solutions / IT Services
Design 

Build  Run

ETL/DW/BI

Infrastructure

Centralized IT Architectures

Procurement

Slow and Closed
RFI/RFQ/RFP Processes

Network
Infrastructure

Big Iron Networking

HTML5

BYOD /Dispersed Organizations

Realtime Analytics / Cloud Services
Select 

Configure  Use

Storm, PiG, Hive, MapRreduce, Zookeeper

commodity hardware

Data Storage &
Management

hardware to cloud-based and commodity
hardware elements is illustrated through
the use of color. Exemplars of open source
replacements for legacy proprietary
solutions are shown in the appropriate
layers of the stack. Welcome to the Post-IT
data complex.

cloud-based

Personal HW

More Options,
More Autonomy

Big Data
Distributed Stuff/Storage

CouchDB, Hadoop, monogoDB, Cassandra,
MemCached, redis, OpenStack, Swift

Social Sourcing
Open Compute

Software Defined Networking
OpenFlow

KEY
ETL
DW
BI
BYOD

Extract/Transform/Load
Data Warehouse
Business Intelligence
Bring-Your-Own-Device
Source: Orange Silicon Valley
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LEW TUCKER
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15

Facebook
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From Stacks
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Birth of Mobile IT
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to Hybrid Nirvana

All Kinds of Speed
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of IT Innovation

Cheaper,
Faster, Greener
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UC Berkeley
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Opera Solutions
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an Open Network
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Vice President and
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Stanford University and Executive

FRANK
FRANKOVSKY
Fewer, Bigger,
Customized Data Centers
G Tell us what the Open Compute Project is—how it started at Facebook and
where it is now.
F The Open Compute Project started in 2009 with us looking at both the cost and
environmental impact of growing through leased data centers and off-the-shelf
servers and storage. We decided to take a different approach because the cost
of building through leased data center space and through mainstream server
and storage products was going to be too much to bear. If you look at the tens of
thousands of physical machines that we put into production and then the impact
of decommissioning those machines and the amount of waste that could come
from that, we decided to take a different approach and kind of rethink everything
from the way that you design the data center through to the individual devices.
We rethought everything from the way the utility power comes in to the data
center to how it gets transformed and delivered to the chips on the devices
themselves.
G Why did you decide to apply open source principles to the hardware space?
F If you look at the pace of innovation that occurred in software because of open
source, and you compare that to the pace of innovation in data center design and
server and storage design, it’s night and day difference. I don’t think that as an
industry, data center server and storage design has accelerated as much as the
software world has. So that was the crazy idea that started Open Compute. We
went and built our own physical infrastructure, we measured the results, and it
works, very, very efficiently, so we thought ‘what if we open sourced this, what
would happen? The pace of innovation has absolutely sped up. We’ve seen a lot of
great engagement, not only from suppliers but also from consumers, and it’s just
been awesome to see some of the unexpected results from the Open Compute
Project.
G Talk to us about other trends in the data center market that you’re seeing; does
every large business need to own a data center anymore?
F Yes, traditional businesses are starting to procure and deploy less of their own
infrastructure because of this trend towards cloud computing. So this snowball
effect is starting to occur where you’re starting to see a smaller number of larger
and larger data centers that are now serving the traditional IT shops, because
they don’t see the value in owning their own IT, they’re renting it instead. So
really where Open Compute is focused on this trend is how do we design data
center, server, and storage specifically for the needs of those large computing
environments.
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That’s really been pretty cool because now we’re starting to see the suppliers
say, ‘You’re right, the small and medium business aren’t consuming as much IT
equipment, so all these bells and whistles and features that I put on every device

Director of Technical Operations,
Facebook

Frank Frankovsky’s day job
as Facebook Director of
Technical Operations has
led him to chair the Open
Compute Project, which
is taking an open source
community
approach
to expand Facebook’s
customized hardware used
in its internal data centers.

You’re starting to see a smaller number of larger
and larger data centers that are now serving the
traditional IT shops, because they don’t see the
value in owning their own IT.

that are wasteful in scale computing—I don’t need those anymore.’ One silly example is the plastic bezels that you put
a brand on that look pretty when you walk your CEO through the data center. That’s just another bit of trash that’s
going to end up in the waste stream when you decommission the servers. So we don’t use any plastic on our designs,
for example. The servers that we designed are actually six pounds less than the traditional OEM servers that we were
buying. That’s just six pounds less of material for every one of the tens of thousands of servers that go back into the
environment when we decommission the machines. I think that is one kind of macro-level trend.
		

I think cloud computing and renting capacity from larger data centers is here to stay, and I think that Open Compute
is starting to shift the supply base focus to the specific needs of that scale computing environment.

G Do you see any innovation happening on the supplier side?
F Yeah, there’s a lot of innovation occurring in the way that distributers are approaching this new set of end users.
Usually the supplier says, ‘Hey, I have this solution, now tell me about your problem.’ They come to you with a
roadmap of product that they’re conceived, and then you’re basically left to pick from the menu, and it may or may not
be a direct fit for your needs. What’s really exciting, I think—and this has started to emerge around Open Compute—
are distributers who want to basically become certified resellers of Open Compute technology. And they want to say,
‘Hey, there’s this set of building blocks that has been open sourced and I have this end user who needs this building
block and this one, but not this one or this one,’ and they want to do a custom design for their infrastructure.
		

This new emerging group of distributers, like Synnex, just launched a new division called Hive, ZT Systems could
be another example, Redapt could be another example of these value-added resellers who are actually approaching
consumers saying, ‘Tell me a little bit about your problem statement and then I’ll come up with a custom solution for
you.’ And then the way I present it back to you is, ‘Here’s the value of the server; here’s the value of the validation effort
that I’m going to do to make sure that the server works as advertised; here’s the value of the post-sales support offering
that I’m giving you; and I’m going to price it independently so that you as the consumer can decide the value of what
you want.’

		

That is a really interesting kind of change in the way that the go-to-market strategy is occurring around open source
hardware. I never thought that I’d use ‘ open source’ and ‘hardware’ in the same sentence, but that’s what we’re doing
now with Open Compute. I think that’s kind of an innovative new way to serve the community as a supplier of open
hardware technology.

G What about on the component side?
F On the component technology side, what’s been interesting is that component technology companies have typically
received from suppliers what would be called a behavioral specification, that says if you’re building disk drives,
because the last ten generations of disk drives have all been this 3 ½ inch form factor, and the way it interfaces with
the connector is this, and the way it goes into a drive carrier is like this, and it should spin at this rate, and it can’t
consume more than X amount of power, generation after generation—they’re kind of forced to build disk drives that
have to fit into that behavioral spec so that they’re always backward compatible with legacy, which, in some situations,
makes a lot of sense. In other situations in may not make sense.
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Why not throw that behavioral specification away and say, ‘Hey, the scale computing players need a different approach.
Why don’t we rethink the way we build disk drives? Why do they have to be this big? Why do they have to spin at this
speed? Why can they only consume this much power instead of this much, because we put ten times more capacity on
the drive?’ So there are things like that that are starting to occur, where I think the supply base in general is starting
to say, ‘Wow, this trend of cloud computing is definitely not changing, it’s actually accelerating, it’s not just a passing
fad. Maybe we should start thinking about the way we do everything from component technology all the way to data
center design.'

MARTEN
MIKOS
From Stacks
to Ensembles
G What changes have you seen in the open source community today versus what you saw
maybe 10 years ago in the MySQL days?
M I think there have been huge changes in open source. 10 years ago it was an exciting
adventure for the pioneers and today everybody accepts it. So there isn’t a large IT
company or large company at all that doesn’t have an open source strategy. And
today, the world’s largest provider of open source software is probably Oracle. Even
Microsoft has open source products. So, the nature of open source has changed
because of this. It’s accepted all over the globe and it has become a daily part of
software and technology. But at the same time it also means that it’s less exciting
perhaps for some people. Not for people like me. I’m deeply into it and I think that
it’s the best way to produce software, but it’s less visible in the press because it’s
such a natural part of the software infrastructure today.

...the stack isn’t a stack anymore. It’s becoming
an ensemble or mash up of many different
pieces of software...
G MySQL, your last company, became a core component of the LAMP stack, which is what
people have built a lot of today’s big web applications on. There’s some conversation about
whether the LAMP stack is still relevant now that we have cloud computing platforms
emerging. What are your thoughts on the LAMP stack in the cloud-computing era?
M The LAMP stack was probably the first really global popular software stack that
emerged. LAMP stands for Linux, Apache, MySQL, PHP, and Python, and today you can
say that nearly every website runs on the LAMP stack. Google runs on MySQL, Facebook
runs on MySQL, so it’s very strong; it’s used all over the world. But it’s changing, as
well, in the sense that 10 years ago when the LAMP stack emerged, there was just one
database. Typically it was a single, monolithic stack. Today, in a cloud environment, you
see that applications use many different components, and they combine them much
more freely. So you can have a website today running MySQL, it may run Mongo DB,
it may run memchached, it may run Cassandra and Hadoop, all of those are database
solutions. So the stack isn’t a stack anymore. It’s becoming an ensemble or mash up of
many different pieces of software.
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G Do you think there are pieces in there that will win and become a new stack? Or do you
think it’s always going to be the case that the ecosystem is broader now, in terms of the
components that people can use?
M I think the ecosystem is much broader and much more colorful today. So you’ll have
many more variations, and thanks to standardized APIs, we can combine them on the fly
today. So 20 years ago you would download the LAMP stack and that was the big thing.

CEO, Eucalyptus Systems
(formally CEO of MySQL)

After leading the MySQL
movement, software entrepreneur Marten Mickos
has moved to the cloud;
Eucalyptus provides key
enablers to connect Amazon
Web Services to virtualized
assets within the enterprise
for private and hybrid cloud
deployments,
using
an
Infrastructure-as-a-Service
(IaaS) model.

In a cloud environment, you see that applications use
many different components, and they combine them
much more freely.

Today you don’t do that; you upload stuff to the cloud. And on the cloud you have templates, and on the templates
you build images; and you can have thousands or tens of thousands of images, where each image represents some
sort of variation of the stack. But because there are so many, and because they aren’t just singular, monolithic stacks,
I wouldn’t call them stacks anymore. I would call them collections, maybe, or images or ensembles—I don’t know
what the right word would be. But I think it forever has changed, and, although it sounds like it’s more complicated
now with more moving parts, it actually is much easier today for the developer to build a successful scalable web
application than it was before.
G What are some of the defining trends in the marketplace right now that are shaping your company and shaping some
of your decisions about Eucalyptus?
M There’s a huge, ongoing explosion of computing. We may think that it already has happened, but it’s only the beginning.
We see much more need for online services, we have many more connected devices, and we have much more data. So
just addressing that growing demand for computing in different forms is a huge challenge of its own, and successful
software products will deal very well with it. And that’s why we see many new database solutions—we talk about big
data, we talk about NoSQL databases and MySQL databases, we talk about cloud platforms that allow those to be
connected together and run on premise or in a public cloud.
G So how are those trends affecting what you’re doing at Eucalyptus?
M It’s affecting us in the sense that we focus on the scalability of a platform and the performance of it, because whatever
our customers are building, tomorrow it will be twice as big, and the day after tomorrow it will be four times as big. So
you have to build for scale, and this is a difficult thing that has caused problems for many software vendors and many
web services in the past. But you must deal with it because it’s a global world, and if your service suddenly becomes
popular—take Angry Birds as a good example—then you need scale very, very quickly.
G So there’s scale for consumer-facing apps like Facebook, which has 800 million users or so. But what does scale mean
for an enterprise, as most enterprises are not supporting that many users?
M Right, in an enterprise, scalability many times has to do with reporting needs. So for enterprises to be agile and make
wise decisions they need to study a lot of data, real time data that comes in from machinery and the web and mobile
devices and wherever it comes from. Solving those needs—which are both variable and unpredictable—is difficult.
And you use cloud platforms for that. So although an enterprise may not serve consumers, they still see a similar
world of growing and unpredictable compute loads.
G Tell us about one of the largest Eucalyptus deployments, or perhaps one that’s impressed you the most.
M Eucalyptus is one of the most widely deployed cloud platforms, so there are maybe 25,000 private clouds out there
in the world running on Eucalyptus. But there are some that are interesting to know about, including Applingua,
a social gaming site in Europe. They launch their games on a public cloud, they bring them in and run them on a
private cloud when they know the workload, and then they move them back out on the public cloud when they start
fading away in popularity.
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Puma, the shoemaker, is another example. They have a number of what they call mini websites for consumer
campaigns and e-commerce, and it’s difficult to know where they will need the compute power at any given time. So
they run all those websites on Eucalyptus, and they can transfer the workload to the machines or appoint machines to
support the websites that need it for that moment. And because they run it on a private cloud, they are fully in control,
it's protected within their firewall, so it’s completely under their own control.

JOSHUA
MCKENTY
Private Clouds
to Hybrid Nirvana

CEO, Co-Founder,
Piston Cloud Computing

G Tell us about your background.
M Prior to Piston I was at NASA for two years as a researcher and chief architect of the
NASA Nebula project, and before that I was a technical lead on the Netscape browser
and the Flock browser.
G What was the NASA Nebula project and how did that become the underpinnings
of OpenStack?
M The NASA Nebula Project started out as a platform-as-a-service project at NASA.net,
and early on we realized that NASA didn’t have the infrastructure we needed to build
such a project, so we backed up and started an infrastructure-as-a-service effort. When
we launched it there was no other infrastructure-as-a-service platform that anyone in
the federal government was allowed to use, and so our first Beta customer was the White
House. We hosted the USAspending.gov federal budget transparency website, which
included 10 years of the entire federal government budget as a real-time, accessible
database that any member of the public could drill down arbitrary queries against. So
you can imagine, as a problem of scale, it was fairly enormous. The project was really
successful, in the sense that NASA was very happy with what we were able to do with
the platform, and the White House was very happy with the outcomes, and we were able
to prove that cloud, and specifically private cloud, did actually fulfill the goals for the
federal government.
G And the NASA Nebula project became the OpenStack movement? How did that happen?
M When we started NASA Nebula, we were going to build something that was open source.
I’ve spent most of my career building open source and it’s really important to me. So
that had always been a goal, and part of what we took on inside NASA was to change
their open source release policy; make it easier to participate as a community member
in open source projects as opposed to the traditional make a tar-ball and throw it over
the wall approach. The release of the NASA Nebula source code happened, actually
slightly before OpenStack. It happened about three weeks earlier, and it kicked off what
became our partnership with Rackspace when they stumbled across the source code
that we released.
G Why is OpenStack important in the cloud computing market?
M It’s an enormous deal. Not just in cloud computing, but I think as an example of open
source. OpenStack is the fastest growing open source project in history that I know of. It
has grown from literally a six-person team at NASA and a 20-person team at Rackspace
to an international collaboration with 2700 direct contributors from 150 companies,
and almost every country on the globe. It’s an amazing example of how open source
can work. What’s interesting about OpenStack to me is that it’s not volunteerism, it
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is not the myth of open source as a bunch of, you know, college students in their bathrobes; compare it to Linux.
This is an in-formal business-to-business collaboration that just seems to be a very simple way for a lot of different
organizations to work together on a common goal.
G So what are the defining trends in the cloud computing market right now? Obviously open source and the rise of
OpenStack is one, but what would you say some of the other defining trends are in the cloud marketplace?
M If you look at private cloud, that’s a trend that’s come back, and I think the realization that the speed of light matters,
and that putting your data too far away is going to have a serious impact on your business, that’s come back. So there
are early adopters of cloud who are moving off public clouds and back into their own infrastructure. They don’t want
to give up what they’ve got used to as far as elasticity and using APIs to manage infrastructure, but they don’t want to
have it 300 milliseconds away anymore. Private cloud is definitely a trend. There’s a trend similar to what happened
with the Internet to start really addressing security. So, in the sense that first we had networks, and then we started
having firewalls and thinking about access controls, that’s the same thing now that’s happening with cloud.
G So your new company Piston, is built on OpenStack and targeting private cloud?
M Absolutely. Piston Cloud targets private cloud for the enterprise with a real focus on security, and without giving up all
these options around open source and open platforms. Everyone wants to get to hybrid cloud nirvana, right? This is
the magic of cloud where it’s all elastic and you can burst and you only pay for what you use; that’s hybrid, that’s eight
years out, easily, 8–10 years out. It’s like saying everyone wanted to get to the Internet. The internet didn’t happen over
night, we had private networks first, we had public networks afterwards, they had to connect to each other, and then we
had a huge number of authentication and identity and security problems to sort out before businesses could really take
advantage of that. We’re seeing the same thing happen in cloud now. That’s really the problem. You know, Piston Cloud,
20 years from now, will be every piece of infrastructure in the world. But we start with private clouds.

[The] cloud, 20 years from now, will be every piece
of infrastructure in the world. But we start with
private clouds.
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MICHAEL
FRANKLIN
The Floodgates
of IT Innovation

Professor of Computer
Science, UC Berkeley,
and Director, AMP Lab

G What’s the AMP Lab?
F It’s a new effort at Berkeley; a research group that is aimed at looking at big data analytics
from a pretty wide perspective.
G That’s at the heart of the big data trend?
F Yeah, I think we were a little bit out in front of that wave and we caught it.
G Berkeley is famous for inventing Postgres and Ingres databases. How does the new wave
of NoSQL databases factor in when that’s your legacy, how do you deal with NoSQL?
F Well, I think the NoSQL movement is opening up a lot of opportunities. What people
have shown is that there’s a huge demand out there for any solution at all to this problem
of trying to make sense of more and more data. And with NoSQL, it’s become sort of
much more prevalent now, where companies and enterprises are much more willing to
experiment with new technologies; and so for years IT was a fairly traditional business;
and there were database systems and other technologies and it would be very hard to get
an enterprise or a big company to try something new. Now, the floodgates of innovation are
wide open, and companies that are just not known as being early adopters are jumping in
and trying new things. So it’s actually been a really exciting time to be working on any data
technology, whether it’s databases or NoSQL or anything related to any of them.
G What changed within the IT organization that got them thinking that it’s okay to play
with this new stuff ?
F I think one of the big changes in IT organizations has really been just getting squeezed
in two directions. One is that the amount of data that they have to deal with is just so
overwhelming that it’s forced them to look at new solutions, and the other thing is that the
open source software community has shown it can build production-ready enterprisequality software. And so the perceived risk of dealing with open software, I think, has
gone away. It’s really a combination of the availability of all this new software and demand
coming from the large scope of the problems they have that is causing this to catch on.
G Tell us about the AMP lab. What is the goal of that?
F The lab we’ve started at Berkeley is called the Algorithms, Machines, and People Lab.
The acronym is AMP. What we’re trying to do is take a completely new view from top
to bottom of the data analytics stack. In order to do that, we’ve put together a pretty
diverse group of researchers who have specialties not just in any one particular area, say
databases or computer systems or distributed systems, but all those areas plus machine
learning, plus security and privacy, plus crowd-sourcing and things like that.
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Our view of what’s happening is that the big data problem is at such a scale that just
trying to kick the traditional approaches down the road a little isn’t going to work; you
need to re-think an integrated approach, where you understand at a very high level the
kinds of insights that people are trying to get from machine learning; you understand the
properties and the advantages and challenges of working with very large scale parallel
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The old days of coming in and finding out what
happened in your company last week just doesn’t
work anymore.

infrastructures; and then also you figure out how to bring people into the analytics lifecycle, sort of throughout the
lifecycle, not just as consumers of the data, but actually as participants in the process of making sense of large amounts
of information.
		

Our view is that you really have to think of algorithms, machines, and people as resources that are available to help
solve a given data problem. What we’re trying to do is put together the framework that’s going to bring in the right
mixture of smart machine learning, scaling out to more and more data; bring in people when needed, on a case-bycase basis, to get people the answers to questions they have within the timeframe and the budget and the quality
constraints that they have.

G Does that mean that all the existing investment•it’s billions of dollars at this point•into traditional relational
databases, data warehouses, and all that, is over? We should stop investing in that?
F Legacy database systems, of course, are not going anywhere. They exist because they serve a very important purpose.
We’re looking at database systems as part of the underlying data management infrastructure and ecosystem. And as a
database person myself, I believe that those systems will continue to play an important role going forward.
G Switching gears to the cloud computing world: I’m curious to ask you, as a professor teaching computer science, when
there’s so much information out there on the web about building systems on cloud infrastructure and there are cheap
resources like Amazon Web Services that anyone can get going with pretty quickly, how does that inform your teaching?
F One of the fun things about computer science as an academic field is that it has always moved very quickly, and we’ve
always been very cognizant of the fact that we need to be keeping our curriculum up-to-date with what’s going on. At
Berkeley, we’re moving cloud computing really into the whole curriculum. In our very first classes, now, students are
exposed to parallel processing. Very early, they use cloud services like Amazon Web Services and others, and we’re
trying to teach people how to think in parallel, the idea of just having a single processor with a single core that’s going
to run your program, that doesn’t exist, never mind on the cloud, that doesn’t even exist on your laptop anymore. And
so we’re trying to teach students from a very early part of their education to think about having lots of resources that
have to be used in parallel and to think about how to write programs that work correctly in that environment.
G Are there any trends, looking farther out, that you see on the horizon that may inform your teaching?
F I think there are some big disruptions coming in the data management marketplace. One thing that many of us have
been predicting for years is the rise of real-time information and the shortening of the time from when data is created
until when it is actually useful in decisions and I’m seeing more and more, as I visit companies across a number of
industries, that there is much more demand for getting answers faster. The old days of coming in and finding out what
happened in your company last week just doesn’t work anymore. So looking at how to remove those barriers that
batch processing has put up through organizations, work practices, workflows, the way that data moves through an
organization, all that’s going to change.
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Another bet that we’re making, certainly, in our research, is that whole idea of crowd sourcing and integrating people
into the IT infrastructure is going to be a big, disruptive trend. If you think about it, there are already interfaces that
allow you to do this. There are systems like Mechanical Turk, and other types of crowd sourcing platforms that give you
a programmable interface to be able to provide work for people to do or problems for people to solve; there are gaming
platforms that bring in huge numbers of people to do things. The challenge, from an infrastructural point of view, is
how do you match the types of performance and response times and predictability that you get from computers, as
well as the limitations of what computers can really do in the long run, versus the types of latencies and error modes
and failure modes that people bring to the table. And to then try to build a system that sort of does the impendence
matching between those two very different types of processing is, I think, one of the major challenges going forward.
That’s certainly a bet that we’re making.

KYLE
THOMAS

Data Without Walls

Executive Vice President
for Sales and Business
Development,
Opera Solutions

G What does Opera Solutions do?
T Opera is a big data player and we’re focused on predictive analytics across multiple
industries and geographies.
G The big data space is hot. Tell us what is it, exactly, what’s new about it.
T Data by itself is nothing; it’s what you do with it that really matters. That’s where the value
comes. Our founder, Arnab Gupta, takes the position—or has taken the position—that data
itself, everybody is trying to put walls around it. They’re trying to build warehouses. The
problem is that data is growing so fast that you can’t put walls around it. So how do you look
at it? How do you look at the flow, and how do you extract value out of it over time and in
time? Because historically, people just look at something that happened in the past, build
a model, and then make predictions for the future. The problem with that is we’re in an
environment that’s always changing, so over time, those models hit diminishing marginal
returns. And right now they’re hitting them much more quickly then they ever have in the
past.
G You’re talking about real-time analytics?
T Absolutely. There’s a famous behavioral psychologist, sort of the grandfather of the space,
his name is Kurt Lewin, and he developed a formula: behavior as a function of persona
times environment. And if we accept as an axiom that environment is always changing,
then behavior will always change. So if you’re going to build a static model that’s based on
static algorithms, which theoretically don’t even exist, what’s the point? So data is grow at
an alarming rate, at an increasing rate. The environment is changing at an increasing rate.
So your behavior is going to change on the fly, all the time.
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What we built is a platform, for lack of a better word or phrase, that allows us to look at
historical data, look at real time data, model it—it’s something called ensemble modeling
techniques, which means we take multiple models, not just one—create recommendations,
and then on the backside there’s a feedback loop. So it’s a constant learning loop. Sort of a
Peter Senge-esque play in real time. And that’s the key, because historically people will just
build a model, deploy it, and then just watch it diminish in value. We build multiple models
to address business problems, and then over time keep feeding back real time data, so that
essentially it’s a learning model or learning platform at all times. That’s the difference.

G Give us a couple of examples of where and how your technology is being used today.
T There are so many. I guess an example would be in financial institutions, for instance.
What’s fascinating to me right now is that similar or same data sets treated differently, or
same models, different modeling techniques simultaneously, create different outcomes.
So the same data that we use to predict the probability of fraud for one major institution,
we use for line optimization on the collection group, exactly the same data. So it takes a
rather open mind to look at what you’ve got and then to work with it to create different
outcomes; I guess that’s what 256 scientists can do for us. So same data treated differently,
different results for the same company—pretty great.
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Everybody is trying to put walls around it. They’re
trying to build warehouses. The problem is that
data is growing so fast that you can’t put walls
around it.

G The word on the street here in Silicon Valley is that these data scientists can get upwards of $300,000 a year in salary.
Is that true, is that what the gong rate is for data scientists?
T Like any profession, there are good ones and there are bad ones. A data scientist unto himself, or herself in many
cases, some of them just want to do research. Some of them want to run companies. There are different multiples on
both. What we’ve found is that data scientists typically like to work with very, very bright people in their field. So what
we’ve done, is when we acquired a group of them from Fair Isaac a few years back, that created a draw, because people
wanted to work on the projects that Arnab was directing the company to work on.
		

Two examples would be the heritage, there’s a heritage project right now in place for insurance and for the healthcare
business, and that’s for determining the probability for someone released from the hospital to come back in 12 months.
I don’t know how many entrants there are, thousands, but it’s the biggest contest of its type in the world, and we’re
working on it. So it’s the ability to really use their minds in the way they’ve trained their minds that attracts them,
more than the money—but they are paid quite well.

G There was a McKinsey report that said there was a shortage of data scientists. Is it a combination of statistical math
brains plus computer science? Is there some secret sauce that these guys have?
T I think it’s not that there’s a shortage of them, it’s just that the demand for them has outstripped the supply. Historically,
there have always been great statisticians, there are always great modelers, there’s no issue there. It’s always been
there; there’s always been demand. But right now you’re sitting on top of a company, I know of a healthcare company
thats top line, I think, is about 6 billion dollars a year, and through some of the diagnostics that we did with just their
data sets and some of the single hubs that we create, we determined that the data they are sitting on is worth more than
the current business they’re in. So if that’s the case, and you’re at 6 billion as a baseline, there’s going to be demand that
can turn that into gold. Well, gold is a depreciating asset right now, so pick an asset that’s going up. I would argue it’s
big data. I would absolutely argue that, strongly.
G You guys create signal libraries. What are those?
T Think of your house file existing as sort of an evolving data set, that when combined with other evolving data
sets—social networking is a big play here, of course—there’s so much going on, we actually create something called
signals. The signals are highly predictive groups of data, highly predictive patterns that become very, very valuable
as modeling elements unto themselves. So we create signal libraries of these predictive elements, and then we model
those. Because if you try to put it all inside a wall, it’s futile, it’s simply not going to happen. So we get in the flow,
look at these, create signals, put the signals into libraries, and then constantly create this learning loop, making them
stronger and stronger and stronger over time.

24

LEW
TUCKER

The Cloud Within
G What’s the thinking among CIOs right now in terms of using public cloud services?
T Well actually it’s quite surprising. I think that most forward looking CIOs are really
looking and seeing the success of the cloud computing model, where individual
application developers can quickly bring up their apps and have basically any of the
infrastructure they need on demand. That’s a very attractive model for application
developers as it means they can be very quick to market with new services. So I think
many CIOs are taking advantage of that and SaaS applications. And then they are looking
at their own infrastructure and seeing that they can replicate that cloud computing
model within their own IT departments and have the same kind of agility, efficiency, and
lower costs by adopting a cloud computing model in-house to deliver IT as a service.
G Tell us about some of the innovation that’s happening at the networking layer in
Cloud Computing.
T In cloud infrastructure-as-a-service, generally what we’ve seen is people think about a
compute-as-a-service and a storage-as-a-service. Really in the last year or so people are
starting to talk about network-as-a-service. In fact, Cisco and a variety of other partners
have gotten together and started to define what we mean by network-as-a-service. And
therefore, instead of getting VMs, virtual machines on demand, or virtual storage on
demand, you can also have these kind of virtual networks that each application may need.
And then you really complete the triumvirate of compute, networking, and storage.
G Is Cisco involved with OpenStack, which brings compute, networking and storage
infrastructure together as an open source project?
T Cisco, as a matter of fact, is exploring some of that, and has joined OpenStack. That’s
where, with a number of other vendors, has a common infrastructure model is being
built so we can all contribute to that model, and then we can also differentiate and add
value to the underlying model.
G What is Cisco’s position on OpenFlow, the software-defined networking protocol?
T OpenFlow has to do with giving application developers or software developers much
greater control over how they can express the needs that they have with the networking
layer. In the past, it’s really been tied up in purely the networking organization part of IT.
Now it seems that we want it to be much more self-service. So an application can tell the
network what it needs out of it, what it would like to be able to do—it might want to span
two data centers, or it might want to have optimized delivery out to an end user device.
There’s a need for the application to express what it needs, and then have the network
surface and software-defined layers be able to respond appropriately to it.
G How does Cisco stay relevant in that new world? Cisco’s business is in proprietary ASICs,
the company has a huge legacy in big, expensive boxes, big switches and routers. If
companies can just use off-the-shelf hardware and some open source software, why do
they need Cisco?
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T I think perhaps the biggest contribution Cisco itself has made—in terms of contributing to the evolution of cloud
computing and of networking in cloud computing—is drawing upon a depth of experience in running the internet. So
a lot of this has to do with bringing internet technologies into the data center and then combining them with other
innovations that Cisco has made around fabric-based computing, where we’ve actually merged computing, storage,
and networking into a single fabric. This makes it much easier to deliver that as a service and have a virtualized
environment in which the individual components matter much less, and instead we’re really talking about an available
pool of resources. So a lot of innovation that Cisco has been working on has to do with making that pool of resources
available to applications wherever users need them, and immediately standing up much larger infrastructure by
simply adding new racks of servers and networking gear.
G Are there other trends, specifically at the networking layer, that you’re seeing? Open source is obviously a big one, how
about proliferation of different devices?
T Well another big impact, I think we all know and experience it every day, is the explosion of different endpoints. Now
that we have iPads and iPhones and mobile devices, we all want to be able to access the services from wherever we are.
And IT organizations have to respond to users bringing in different devices. They have to figure out how to deliver
applications to their employees when those employees happen to be anywhere in the world, on any kind of device. In
that kind of world, networking becomes really important because it’s the way to apply a lot of the security constraints
you would like; you would like to differentiate whether your CFO is actually looking at a spreadsheet on his desk in
his office within the network, or is that person now actually at a Starbucks on a device that you don’t know about? You
want to be able to have control over and apply these policies, based upon the person, their device, and their location.
G Do you think IT professionals will still need to be specialized in networking or in storage or in virtualization specifically,
or is there a new kind of role for how you run a pool of infrastructure?
T Actually, I think the impact of all this on IT also affects the organizational framework in which IT operates. I think
the old silos around people who are responsible for the network, people who are responsible for the servers, people
who are responsible for the applications is beginning to shift. In many cases I see IT organizations are thinking about
running that entire infrastructure layer as a single service. Therefore, the applications get managed separately. For
CIOs who are trying to embrace this change in computing, it is important that they look at their organizational
structure and decide that perhaps there is a new way to go about this.

Most forward-looking CIOs are really looking
and seeing the success of the cloud computing
model, where individual application developers
can quickly bring up their apps and have basically
any of the infrastructure they need on demand.
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Birth of Mobile IT
G What does MobileIron do?
T We’re based in Silicon Valley; our focus is mobile IT. We sell software to large enterprise
companies that do three things: mobile security, mobile management, and private
enterprise application stores.
G So you’re at the heart of the consumerization of IT trend. Tell us where you see that right
now in terms of its impact on the enterprise. Are CIOs still holding their hands up and
saying, ‘No, no, we don’t want tablets?' What’s your sense of where the market is now?
T The phrase ‘consumerization of IT’ is one that gets much airtime, but one of the
interesting topics that people don’t talk about is the flip side of that, which is making all
of this possible, which is the ‘IT-ization of the consumer.’ It’s that individual workers,
people like you and me, are willing to take more responsibility for their technology at
work, and in many cases actually demand access to the best devices, the best applications,
the best technology at work.
G So how are companies coping with the influx of all these different devices?
T CIOs are under enormous pressure. Whether it’s the CIO of one of the Fortune 500
banks and the first time he ever met the CEO was when the CEO walked into his
office, plunked down his new iPad, and said, ‘Make this work.’ Or in many cases, it’s an
avalanche of individual users banging on the IT organization’s door, asking IT to say yes
to iPhone, iPad, Android, whatever it is. So how IT organizations are responding is by
enabling solutions that provide the proper management, security, and let users choose
whatever device they want and whatever applications they want. In many cases that
means purchasing software like MobileIron, which provides management, security,
and a private enterprise app store for users. Another key trend we’re seeing is that many
customers are starting to embrace the concept of BYOD, or bring-your-own-device.
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G Another way that I’ve heard of coping with this is something called mobile virtualization,
or virtualization on your handheld device, where it splits the operating environment into
two worlds. One can be the business side of your phone, and the other part of the phone
would just have your personal data. Is that on the market yet? Is that a good idea? Tell us
about that trend, and whether that has any legs.
T That’s a great question. The question behind that is how are people dealing with devices at
work that have both their corporate information on them, as well as personal information.
One of the solutions that is interesting is called mobile virtualization. There are some
very early prototype solutions in the market that would allow you to essentially have a
virtualized copy of your mobile operating system on your Smartphone for work, and
another one for your personal side. I think there are two key questions for that remain to
be answered. One is from a technology perspective: battery power and processing power
drain, to make sure that mobile devices that are small form factors with small batteries
can support it. The second one is actually a user experience question. When you have
these two personas on a Smartphone or tablet, how do you switch back and forth? What

MobileIron is a software
company at the intersection
of mobile and cloud; where
security, device management,
and private app stores for
enterprise applications all
clamor for attention.

IT organizations around the world are looking to
mobility as a priority-one service for every user
• it’s not just about email and Blackberries for
executives anymore.

is the user experience like as you move from one mode to another? And I think it remains to be seen whether that will
be actually the winning solution. There are a couple of other different ways we’ve seen customers tackle that, by having
some sort of mobile management and security solution that enables something called selective wipe, which is the ability
to say, ‘Bring your Smartphone, bring your tablet to work, put your applications on to it. But if you leave, we can remove
your enterprise content, but leave your personal pictures and personal music alone.’
G What are some of the best practices around deploying mobile management products that you have seen?
T The first thing is having a conversation with your CIO about what is your mobile strategy as a company. Do you want to
be on the leading edge, the bleeding edge, or be a follower? The second question that comes up inside companies is you
need to plan for three mobile operating systems. Mobile is not like the laptop world where you had a single Microsoft
operating system that revved every three to five years. Mobile is multi-OS, and it’s going to move at consumer speed.
So a key thing we’re seeing from customers is plan for three mobile operating systems. Clearly iOS, clearly Android,
and the question: who’s the third?
		

The second thing that we advise customers to do as a best practice is invest in a mobile management and security
solution that allows you to support both corporate-owned as well as personally-own devices. Because what we’re
seeing is that every customer chooses differently, maybe executives are corporate-owned, lower-level folks are
employee-owned, or sometimes we see the reverse. The third major thing that we see companies do is starting to
deploy private enterprise application stores. Because what’s happening is we’re now seeing the same explosion of
applications as we saw happen in the consumer world now happen in the workplace.

G You mean cloud-based apps?
T Interesting question. So we are seeing the convergence of two core technologies and transition waves.
Much like the transition from mainframe to PC and server reorganized the IT industry and changed the
way people worked, we’re now actually looking at IT going through two big transformations at the same
time. One is the transition to mobile, and the other is the transition to cloud. And as part of that, what’s
happing is that it’s less about what building you’re in, what device you have, and places and things, and it’s
becoming more about who you are as a user, and what data do you need access to. And this is actually giving
rise to, frankly what we’re seeing is the birth of a new industry, which is something we’re calling mobile IT.
The mobile industry is now taking the IT industry seriously, and investing and going after enterprise customers and
users. The flip side of that is also true, which is that the IT organizations around the world are looking to mobility
as a priority-one service for every user. It’s not just about email and BlackBerries for executives, anymore; it’s now
about smartphones, tablets, and apps for everyone. We’re seeing customers form dedicated mobile IT teams where
they bring together security, management, cloud, and applications into one core team. What’s interesting about this
is then service providers and vendors are reorganizing to sell to this new buying center. The implication of this is
profound. Selling mobile used to involve selling minutes and megabytes to the telecom department, now what we’re
looking at with smartphones, tablets, and applications, is selling to IT. And this rearranges billions of dollars on the
table, because now what you’re seeing is the traditional telecom industry and the IT industry merge into this new
mobile IT.
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All Kinds of Speed
G What does MapR do?
D We provide an enterprise-suitable platform, which is Hadoop equivalent. It makes
Hadoop, which is a bit of a science fair project for a lot of people, suitable for incorporation
in large-scale enterprises where data continuity and high availability are critical.
G What is big data and why is Hadoop an interesting set of technologies to apply to this
world of big data?
D Big data is a remarkably nebulous term, and I guess nebulous refers to clouds, which is
also an incredibly poorly defined term. But big data is really a practical term. It’s things
that are not easily processed by conventional techniques, like relational databases and
things like that. And they can be difficult because they’re big, or because they’re fast, or
because they’re ill structured and there’s no time to go back in and curate them. The
human effort alone can make those efforts unscalable. So big data alone is in some sense
an escape hatch term, which refers to all of the things that we couldn’t do ten years ago.
We couldn’t imagine doing them; it was extraordinarily difficult. Hadoop and related
technologies allow us, for the first time, to really process these economically and get
substantial benefits from really large-scale data assets that exist.
G What are the most common use cases of Hadoop?
D The most common example is the data that’s not stored now. There’s an awful lot of
that data, but you see it in all kinds of different applications. For instance, a cardholder
looking at fraud may see a business which comes in, says, ‘We’d like to accept your card.’
And they say that they’ve been in business for two years, but there’s no mention of them
on the web. That seems totally implausible in our current world, but the ability to make
that decision based on that sort of credibility inherently implies that you’re going to
look at the web, and even if you could make a web search at that terrible moment of
decision, you have to have access to that large scale data asset. And that’s one example of
a really large-scale data object—the web—impinging on a real world traditional decision
that people have tried to make.
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G Can you tell us about MapR customers and why they chose your product?
D Well there are quite a number, and growing rapidly. Some of them have been waiting at
the gate, they know that big data techniques are extremely valuable to them, but they’ve
been inhibited from adopting them for one reason or another. For large financial
companies, a lot of the reasons are regulatory. The have a fiduciary responsibility to take
care of their data. They can’t do without backups; they can’t do without audits and things
like that. They have to know who changed the data, when, and why, and what they did.
We provide those enterprise qualities that allow the big data techniques to be applied in
those situations. Some specific examples, for instance: comScore processes data, which
is generated by roughly 90 percent of users of the web, and they do it every day, all the
time. They adopted our software while we were still in stealth. We let them be a beta
site, and they said, ‘Hey, this is more stable, it’s more survivable in some sense, and we

MapR is one of the new
breed of commercial distributions for Hadoop, the
software framework that
is revolutionizing the way
we store data. Ted came to
MapR from Yahoo, where
Hadoop was incubated.

There are two kinds of speeds. One is throughput,
one is latency....Hadoop addresses the throughput
question very effectively.

have to do it.’ They also got performance benefits, but it was the actual business continuity benefits that motivated
them directly.
G So that’s an interesting point that MapR has focused on the performance aspects. How important is it to your customers,
that you’re able to get an answer very quickly?
D All kinds of speed are becoming important, especially at very large scale, but there are two kinds of speeds. One is
throughput, one is latency. Throughput is how large of a volume you can process in a unit of time. Latency is how
long after you ask a question do you get an answer. Hadoop doesn’t address—as yet, it will soon, stay tuned—doesn’t
address the latency question very well. It addresses the throughput question very effectively.
G One of the things that I’m curious to see happen in the industry is more data products that regular businesspeople can
use to gain insights into all this big data. Is that an area that you could see MapR getting into? Is it an important area
in the industry, generally?
D It’s an incredibly important area. Companies like Karmasphere, and perhaps even more so Datameer provide an
end user-acceptable interface to large scale computing. But what MapR is focused on is providing the best platform,
and then partnering with people who want to build on the best platform. Datameer is a close partner of ours, Lucid
Imagination is a close partner of ours, and so these companies are building applications on top of MapR. They use our
unique capabilities, and they are the ones who will be the Kleenex of the future, the ubiquitous products. But what we
want to do is make sure that they build on our platform.
G Tell us about some insights that your customers have gained that they couldn’t have gained before using the MapR
technology.
D There’s a company called NextBio that’s a customer of ours, and they do some really exciting work. Many of the
tumors that are found in cancer patients are now sequenced genetically. The result is a list of 100 or 200 or 300,000
mutations found in the cells in that tumor. And cancer cells mutate at a huge rate, so you get a lot of these, but most of
the mutations don’t actually cause disease, or cause metastasis, which effects prognosis, nor do they affect the efficacy
of treatments. So how do we know which of these mutations make a difference? NextBio uses the MapR platform
with their software and with HBase to compare incoming case reports, which include these reports of mutation’s
polymorphisms against all of the other case reports that they have, and they do bidirectional comparison, and they
reload that entire database by reevaluating all of the important connections between cases, between case histories,
between the literature, and between the databases available, to provide better patient outcomes, better knowledge of
what is likely to happen in a particular case, and what sort of treatments are likely to be palliative or effective.
G Wow, that’s exciting.
D It’s just thrilling to see this idea that 15 or 20 years ago was just a science fiction dream, to imagine that you could
actually say, ‘What is like this patient, and what is different? What’s likely to happen? How can we make these very
specific recommendations based on real data?’ So much of medicine has been inspired—diagnostics—from very, very
limited amounts of information, and now they’re getting very serious amounts of data, that they can make really,
really amazing steps forward with.
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Cheaper, Faster, Greener
G What does Synnex do?
I Synnex is a ten billion dollar company. It’s primarily focused on distribution, so we do a
lot of IT distribution, and we sell a variety of products; full-built servers on down to the
component level.
G And within your division you also have a new and exciting group. Tell us about that, who
is that, what do they do?
I Right. So that group is called Hyve Solutions. We saw that there was demand among the
larger-scale data centers to really have more customized solutions. So what they really
needed was to have people come in and look at their exact environment, their physical
environment and their workload and really put a custom solution together.
		

People thought, ‘Well, that’s interesting, maybe that works for Google, and maybe that’s
not going to be the thing that works for us.’ But then what happened was Facebook came
out and said, ‘Hey, you know what, we have that same requirement, and we’re going to
design this as well. So we’re going to design the data center, we’re going to design the
servers, and reduce the power consumption.

		

The key thing that came out of it was that they were able to reduce their capex by about
24%, and they were able to increase their power efficiency. And then they said ‘We’re
going to actually make this public for everybody.’ So they put it out there in the form
of the Open Compute Project; and once they did that, they created a lot of demand. So
we actually do the fulfillment for Facebook into their data centers. And we’re also the
primary source for where you would actually buy the products. So once we did this, we
were inundated with requests around the data centers, which was really great. But that
was very exciting, that was a real key change that occurred, and I think people realize
that they can really get something that they want much more cost-effectively in terms
of overall power usage and power efficiency. That’s pretty exciting.

G Is this just for Facebook and Google-type businesses?
I It’s interesting. When we first did this, our thought was that we were only going to see
the Web 2.0 companies. So people that are Facebook-like are going to be the sort of
people that are very interested. What we found out was, actually once people saw the
cost savings and energy savings, it really opened the doors for a lot of people. Suddenly
you had all types of folks looking at it. We saw a lot of financial companies looking at this;
we saw telecom looking at it, big government looking at it. So really it’s pretty broad, and
every day somebody’s coming to us and saying that they’re interested in the product and
need more information. I think that’s very universal for everybody, right, that ‘I’m not
getting exactly what I want today. I want something that’s going to be better, more cost
efficient, more energy efficient.” I think people can see the applications better than we
can. So they’re coming to us.
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Synnex is a $10 billion
computer components distributor that was tapped by
Facebook for a customized
configuration of its data
center. Facebook has since
donated those designs to
open source as the Open
Compute Project.

G Switching back to the Synnex business, what are the trends that you’re seeing in the rest of the IT world?
I One of the most exciting things that I see coming out now is around big data. There are tons of data that are being created
today. Much of it is structured data, and that’s great, and we have good methods of managing structured data today. But a
lot of it is unstructured, so it’s videos and all kinds of very unstructured types of data. And so you have all this additional
data that you can look at. And if you can get you hands around it and do a good job, you’re going to have a big advantage in
terms of solving problems, in terms of creating better efficiencies, understanding consumer behavior.
		

That piece of business I think is very exciting, and it also looks like it’s not really something that the incumbent storage
guys or maybe the business analytics guys are going to be really winning at in particular, because what happens is you
need a large amount of data that needs to be managed, and usually the best tools for that are open source projects
today, like Hadoop. So you have open source software, and you couple the open source software with, once again
commoditized hardware, just like we found in the Open Compute Project, you leverage that open source hardware,
and you’re really able to get a solution where you can manage and crunch a lot more data much more quickly than you
could with a typical IT solution. So that piece of the business is very exciting.

		

I relate this to something that we saw recently, too: there was a time when large-scale supercomputers, high
performance compute clusters were very expensive, and then what happened was we really saw much more of the
x86 Intel standard architecture coming out. So you’re able to do these clusters and you’re able to get really very fast
types of solutions, much more than you were able to get in the past, for a fraction of the cost. And that really blew
open the market. So once that happens, you’re reaching a brand-new market. That brand-new market is going to take
advantage of it. So you have high-performance computing, and now you’re able to apply that to design, and medicine,
and lots of ways that only certain companies could have access to, or only certain amounts of time that they could
have access to it, and now you have a lot of people having access to it. Ultimately, it’s going to be table stakes, because
ultimately you’re going to have to be there to meet the competition for whatever industry you’re in. So for right now
it’s great. Run to that as an advantage, and run to that to make sure that you’re still able to stay ahead of the game.

You’re able to do these clusters and you’re able
to get really very fast types of solutions, much
more than you were able to get in the past, for a
fraction of the cost.
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G What is the Open Networking Research Center?
P It is a new research center between Berkeley and Stanford. The mission of the Open
Networking Research Center is to continue to do research and build a solid scientific
foundation for Software-Defined Networking, and also build open source SDN tools and
platforms to enable the larger community to continue to build on SDN.
G What is Software-Defined Networking?
P Software-Defined Networking is the idea that you want to separate the control plane
from the data plane, take the control plane and put it outside the switches and routers
and into software implemented on servers to have more control over how to route traffic,
for example.
G What was wrong with having the control plane and the data plane in the same box?
P There were many things wrong with that. So if you have it all vertically integrated, it’s
very difficult to continue to innovate, it is very difficult.
G Why?
P Because if I’m a researcher, for example, and if I come up with a new way of doing routing
or I come up with a new way of doing mobility management or access control, what I
have to do is, in order to be able to demonstrate it in real networks, I have to understand
all these vertically integrated systems, and then be able to put my software into all of
these boxes that are distributed. And if they’re proprietary, that means that I have no
chance of being able to put my idea into these boxes. So if I’m a researcher or a network
operator, or Stanford or a Fortune 500 company or even if I’m a service provider, and if
everything is so vertically integrated, and if I want to customize it, if I want to enable new
services and new capabilities—again, I cannot do it because I have to go to those boxes
and the vendors of those boxes to be able to program them and that is almost impossible.
No vendor is willing to open up and let you program their boxes in order to bring new
capabilities to the marketplace.
G Are OpenFlow and Software-defined networking the same thing?
P OpenFlow is just a piece of software-defined networking. OpenFlow is the protocol
between the control plane and the data plane, so that the control plane can talk to
the data plane and program the flow-table entries inside the data plane and software
forwarding elements. There are other pieces of software-defined networking; you might
have heard phrases like ‘the controller’ or you might have heard things like ‘network
operating system.’ Those are kind of the building blocks of software-defined networking.
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G Right now this endeavor is at Stanford and at Berkeley; is it solely within academia, or
are there any commercial entities that are looking at this?
P It has moved out of Stanford and Berkeley. Almost every networking vendor today
is saying they support OpenFlow in some of their boxes. HP announced that in 16 of
their switches they’re going to have OpenFlow capability; NEC has a product, IBM has

Dr. Parulkar’s work on Software-Defined
Networking
and the OpenFlow protocol
has a strong focus on
preserving the cost and flexibility advanatges of open
protocols in the traditionally proprietary world of
IP network infrastructure
elements.

a product; and then there are many vendors that hopefully will announce products in the coming 12 to 18 months.
Of course academia still has a lot of work to do because the SDN architecture is more or less generation zero
architecture. We just demonstrated the potential of what would happen if you could separate the data plane from the
control plane. But now how do you architect the control plane? And how do you make sure that you have chosen the
right abstractions of different layers? How can you do virtualization in that context? How do you enable a new set of
applications on top? A lot of that work still needs to be done, and that is going on in academia—Stanford, Berkeley, and
a few other universities, as well.
G Is Cisco behind OpenFlow?
P Yes—in some sense. Cisco had been an original sponsor of the Clean Slate program, so they have been aware of all
the work we did on OpenFlow and software-defined networking. Now, when we started this new center, which is
exclusively for work on OpenFlow and SDN, Cisco is a founding member of that center as well.
G Even though it’s a threat to their business?
P Yes, I mean. I guess yes and no. There are many people inside Cisco who believe that even they are hurting from the
current way of doing things, because they also have ideas, they also have innovations. They want to solve customers’
problems, and doing it in the current way is harder for them. So there are some people inside Cisco who believe
both: that OpenFlow and software-defined networking are the future, and if it were to happen they could solve
customers’ problems faster. There are some people at Cisco who do believe that this may be a threat, because if you
go from this very vertically integrated system to horizontalization, more people can compete—there maybe could be
commoditization of the boxes. So yeah, there are both points of view that we hear from people at Cisco.
G And what’s your challenge, personally, in this? Are you looking for more students to get involved in this area? What are
your goals around software-defined networking?
P I guess there are several. Again, as I said, we think of this as a beginning, so we think we have just shown the potential
of OpenFlow and software-defined networking. But in order to realize that potential, there are many things that have
to happen. The first, as I said, is that we have to continue to build this SDN stack—we call it SDN architecture—and
make sure that we get that architecture right. We are then able to make sure that the industry adopts that particular
architecture, and when it gets adopted we want to make sure that, again, one or two players do not dominate and
again try to do it in such a way that it becomes proprietary and we are back to where we started. So we want to make
sure that does not happen. And then on the research side there are challenges. I mean think about what is the right
abstraction, how do you scale it, how do you make this whole thing reliable and secure? So there are a number of
research challenges that we want to address as well.

Software-Defined Networking is the idea that you
want to separate the control plane from the data
plane, take the control plane and put it outside
the switches and routers.
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